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1 Introduction

Modern public infrastructure streamlines and
regulates physical system events with comput-
ing capabilities. This emergent cyber layer fa-
cilitates timely and economical delivery of crit-
ical resources, but it also exposes our infras-
tructure to cyber attacks. Hackers have released
raw sewage into waterways and have also al-
tered the levels of chemicals used to treat tap
water [1, 2]. Smart water distribution networks
remotely monitor hydraulics via strategically
placed sensors and meters. Program Logic Con-
trollers (PLCs) collect sensor readings, which
trigger automatic control actions to regulate sys-
tem events. An operator centrally controls the
PLCs via a Supervisory Control and Data Ac-
quisition (SCADA) system [3]. Adversaries may
coerce PLCs into deploying malicious control
actions by altering sensor readings.

We use deep transfer learning to detect cyber
attacks in SCADA outputs. Attacks are rare,
so classical supervised learning yields a model
that fails to generalize. However, even the most
creative approaches in the literature are static
[3, 4, 5, 6, 7]. Sophisticated models that report
high accuracy on realistic test sets are seldom
constructive in the case of failure on real world
SCADA outputs. We have identified a need
for a customizable, explainable attack detection
paradigm that anticipates likely attack behavior.
Our adversarial data augmentation model repre-
sents a hacker who directly manipulates sensor
readings to trigger automatic control responses
that disrupt system hydraulics. We generate syn-
thetic, attack-inspired data to train a deep convo-
lutional neural network (CNN) that can classify
real attacks.

This work extends a project that began during a
summer internship at Oak Ridge National Lab
with Jason Laska. Our initial attack generation
model used naı̈ve data augmentations such as
swapping and shuffling within observations to

train the attack detection model [8]. While we
achieved some success, this approach leads to
redundant training data. This report develops
three new model-based approaches to generating
synthetic training data, and implements two of
them.

2 Methods

We describe the raw data and three new syn-
thetic attack generation models. We also pro-
vide a brief summary of a previously developed
attack-detection model [8].

2.1 Data

The raw data are training sets I and II from the
Battle of the Detection Algorithms (BATADAL)
[9], respectively containing 8761 and 4177
hourly, simulated readings from 43 sensors in
a water distribution system. These are obser-
vations that represent physically accurate net-
work flows under typical operating conditions in
a real, medium-sized network [10]. Training set
I is entirely clean, while training set II contains
7 realistic cyber-attacks. Each cyber-attack is
between 24 and 110 hours long and constitutes
approximately 12% of training set II. SCADA
records measurements of flow levels and switch
statuses for pumps and valves, pressure levels at
the junctions before and after pump stations, and
the water levels in each tank [9].

We remove seven low-variance features, and
then scale them to be between 0 and 1. Then we
roll the data so that each observation is a w× 36
window of w consecutive readings. For now, we
set w = 24. We perform this operation to facil-
itate temporal pattern recognition while training
the attack detection model, and we parameter-
ize window length instead of implementing an
LSTM-RNN because we wear the hat of a real-
time protagonist. In other words, we assume that
we do not need to scan months into the past to
ascertain whether an attack happens now.
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Figure 1: Example of sensor reading window reconstructed by VAE after 50 and 300 epochs.

2.2 Synthetic Attack Generation

We describe the baseline model and three new
models to generate synthetic attacks.

2.2.1 Model 0: Swapping

We manually perform a swap in a clean observa-
tion as follows [8].

1. Sample a sensor type s uniformly at random
from among four types: tank water level,
pump/valve status (on or off), pump/valve
flow, and suction/discharge pressure for each
pump/valve.

2. Sample two features (f1, f2) uniformly at
random and without replacement from the set
of features with sensor type s.

3. Sample uniformly at random from start in-
dices i ∈ [0, w − 2] and end indices j ∈
[i + 1, w − 1] to obtain a contiguous, non-
empty interval.

4. Ensure the attack has the potential to be vis-
ible to our model by repeating steps 1-3 un-
til we achieve distinct readings of features f1
and f2 in the time range [i, j], inclusive; then
swap.

2.2.2 Model 1: VAE with Swapping

An autoencoder is a generative model that simul-
taneously trains a pair of neural networks, called
an encoder and a decoder. The encoder learns a
representation of the data in a low-dimensional
feature space, while the decoder learns to accu-
rately reconstruct the data from this latent space.

Naturally, we use MSE loss. A variational au-
toencoder (VAE) equally weights reconstruction
loss with a term that ensures a “smooth enough”
encoding for the decoder to interpolate accu-
rately during generation [11]. More specifically,
we use Kullback-Leibler divergence of the latent
space’s distribution from a standard normal dis-
tribution. This ensures that the decoder is more
likely to map a standard normal draw from the la-
tent space to a realistically interpolated synthetic
observation.

We train a VAE using clean training set I using
architecture by Chandy et al. [7], and visualize
an example of successful reconstruction in Fig-
ure 1. We apply Model 0 to the synthetic clean
observations that we generate and label them as
synthetic attacks.

2.2.3 Model 2: Adversarial VAE

Model 2 is a variation on the theme of Model
1. Using training set II, we train a VAE that in-
cludes a second branch from the latent space,
which learns to classify the encoded observa-
tions using binary cross-entropy. In doing the
latter, we encourage a fuzzily partitioned formu-
lation of the latent space. We generate synthetic
attacks by sampling from the latent space and
discarding synthetic observations that the clas-
sifier labels as clean.

Figure 2 illustrates Model 2 architecture. Figure
3 plots training and validation loss during tun-
ing of the loss weight parameter. Loss weights
are given as ratios of VAE loss to binary cross-
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entropy. We select the 1:3 weight, which yields
an adequate balance of the two priorities. Fig-
ure 4 shows training and validation loss for each
weight.

Figure 2: Model 2 trains a labelled attack embedding.
A module married to a bold rectangle signifies a

batch normalization layer. Module key: Conv. 1D
(num. filters, filter size); Max Pool 1D (resolution);

Dense (dim.); Upscale(resolution). VAE: [7].

2.2.4 Model 3: GAN

A generative adversarial network is also a pair
of simultaneously trained neural networks, in
which a generator produces synthetic observa-
tions that seem realistic enough to fool a discrim-
inator that grows increasingly sophisticated [12].
The discriminator trains with respect to classical

0 − 1 loss, while the generator’s loss is based
on whether it successfully fools the discrimina-
tor. We use the decoder of Chandy’s VAE as a
warm-started generator. The idea is to allow the
generator to learn to convert clean windows into
attack-inspired observations, rather than training
it to perform the more difficult task of generating
attacks from random noise. The discriminator’s
architecture is loosely based on the attack detec-
tion model described in section 2.3. We provide
the discriminator with examples of realistic at-
tacks from training set II.

Unfortunately, this approach failed due to a van-
ishing gradient problem. The generator was too
sophisticated for the discriminator, due to the
preliminary step of priming the generator, as
well as the limited availability of realistic attack
examples. The code for this approach is submit-
ted, but no results are reported.

2.3 Attack Detection with Convolutional
Neural Network

We select a convolutional neural network (CNN)
for attack detection because its architecture ex-
plicitly assumes some translational invariance in
the data. We use 1D-convolutional layers to
detect temporal patterns by rolling sensor data
into windows of consecutive readings. We fol-
low each convolutional layer with other layers
that regularize parameters, prevent overfitting,
and reduce computational intensiveness. In par-
ticular, we use 1D max-pooling followed by
batch normalization. The max operation se-
lects the node firing with the strongest signal,
thereby letting the most important information
filter through the rest of the network. The batch
normalization layer transforms the distribution
of the inputs so that their new mean is 0 and
their standard deviation is close to 1, mitigat-
ing the difficulties that arise when parameters
fluctuate during training [13]. After convolving,
we flatten the inputs and stack dense layers, fol-
lowed again by batch normalization. Dense lay-
ers of dimension D fully connect the input nodes
to the outputs, with ReLU activation. The out-
put dense layer is followed by softmax activation
[8].
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Figure 3: Loss weight selection to balance realistic
reconstruction with accurate classification.

We use stochastic gradient descent to optimize
our CNN with binary cross-entropy loss. For
training data, we augment BATADAL training
set II with synthetic attacks generated from Mod-
els 0, 1, or 2, until the two classes are bal-
anced, reserving a stratified 30% for model vali-
dation.

3 Results and Conclusions

Confusion matrices in Figure 5 demonstrate per-
formance on the official BATADAL test set, con-
taining 2089 hourly readings and 7 realistic at-
tacks comprising 27.5% of the data. As a base-

line, we train the attack detection model us-
ing the unaltered BATADAL training set II with
class weights that balance their classification pri-
ority in the loss function, achieving 54.4% pre-
cision and 20.0% recall. Model 1 offers no
meaningful advantage over the baseline, while
Model 2 exhibits increased precision and re-
call of 66.3% and 22.7%. In the hybrid model,
we generated equal numbers of synthetic attacks
from Models 1 and 2 to augment training set II,
and see gains over the baseline proportional to
the number of Model 2 synthetic attacks.

The results indicate some promise in model-
based data generation to supplement imbalanced
classes. To further improve, we can post-process
the reconstructed data using simple domain-
specific knowledge. For example, Figure 1
shows some binary features are binary are re-
constructed as continuous, so we might round
these outputs. Additionally, we can fit a differ-
ent classifier to the embedding and use it to la-
bel our synthetic attacks. Including the classifier
in Model 2 encourages a partitioned embedding,
but because the classifier is jointly trained with
the decoder, we might be losing some poten-
tial classification accuracy. In conjunction with
more refined hyperparameter tuning, we expect
the results to improve even more.

Figure 4: Un-weighted sums of generation and classification loss for loss weight selection.

Figure 5: Confusion matrices for test set, averaged over 5 trials.
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